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Abstract 

The allocation of public funds through grants and subsidies is a critical process for fostering economic growth, 
innovation, and social development. However, the complexity and volume of financing opportunities, coupled 
with the diverse landscape of potential beneficiaries, pose significant challenges for both funding agencies and 
applicants. Traditional methods of identifying and matching financing opportunities with eligible companies 
are often time-consuming, inefficient, and prone to human error. This situation has created a pressing need 
for automated, intelligent systems capable of streamlining the process of financing opportunity prescription. 

Introduction 

The advent of artificial intelligence (AI) and related technologies has opened new avenues for addressing 
these challenges. Recent years have seen a surge in the application of AI techniques in various domains of 
public administration and finance. For instance, Lagoze et al. (2022) demonstrated the potential of machine 
learning algorithms in analyzing and classifying grant proposal texts, highlighting the utility of AI in the funding 
allocation process. Similarly, Feldman and Sanger (2007) explored the use of text mining techniques to 
analyze large volumes of textual data, which has implications for processing funding documents and company 
information. 

However, despite these advancements, several key challenges remain unaddressed in the context of financing 
opportunity prescription: 

1. Data Heterogeneity: Financing opportunities are typically described in unstructured text 
documents that vary significantly in format, language, and content across different funding agencies 
and administrative levels (state, regional, local). This heterogeneity poses substantial challenges for 
automated information extraction and standardization (Dong and Srivastava, 2013). 

2. Scalability: The sheer volume of both financing opportunities and potential beneficiaries 
necessitates a system capable of processing and analyzing large amounts of data efficiently. 
Traditional methods struggle to keep pace with the rapidly changing landscape of public funding 
(Hashem et al., 2015). 

3. Contextual Understanding: Effective prescription of financing opportunities requires a nuanced 
understanding of not just the explicit eligibility criteria, but also the implicit factors that influence the 
suitability of a funding opportunity for a specific company. This demands sophisticated natural 
language understanding capabilities (Devlin et al., 2019). 

4. Dynamic Nature of Data: Both company information and financing opportunities are subject to 
frequent changes. An effective system must be capable of continuously updating its knowledge base 
and adapting its recommendations accordingly (Gama et al., 2014). 

5. Bias and Fairness: Automated systems for fund allocation must be carefully designed to avoid 
perpetuating or exacerbating existing biases in funding distribution. Ensuring fairness and 
transparency in AI-driven decision support systems remains a significant challenge (Mehrabi et al., 
2021). 

The FARO project aims to address these challenges by developing an integrated system that leverages cutting-
edge AI technologies. At its core, the project seeks to create a robust, scalable, and intelligent platform 
capable of automatically capturing, processing, and analyzing information about both financing opportunities 
and potential beneficiaries. 

The project builds upon several key technological advancements: 

1. Web Crawling and Scraping: Recent improvements in web crawling technologies enable more 
efficient and targeted extraction of information from diverse online sources. The FARO project 
extends these capabilities to systematically gather data on financing opportunities from multiple 
government and institutional websites (Zhao, 2017). 



 

 

2. Natural Language Processing: The field of NLP has seen remarkable progress, particularly with 
the advent of transformer-based models like BERT (Devlin et al., 2019) and GPT (Brown et al., 2020). 
These advancements enable more accurate extraction of key information from unstructured text and 
better understanding of context and intent. 

3. Machine Learning for Classification: Ensemble methods like XGBoost (Chen and Guestrin, 2016) 
have demonstrated superior performance in various classification tasks. The FARO project leverages 
these advances to develop accurate models for predicting the suitability of financing opportunities 
for specific companies. 

4. Robotic Process Automation (RPA): RPA has emerged as a powerful tool for automating routine, 
rule-based tasks in various business processes (van der Aalst et al., 2018). The FARO project 
integrates RPA to automate the collection and updating of company information from diverse sources. 

5. Big Data Technologies: Advancements in big data storage and processing technologies, such as 
distributed file systems and NoSQL databases, enable the efficient handling of large volumes of 
heterogeneous data (Oussous et al., 2018). The FARO project utilizes these technologies to create a 
scalable data infrastructure. 

By integrating these technologies, the FARO project aims to create a comprehensive system that not only 
automates the process of financing opportunity prescription but also enhances the accuracy, efficiency, and 
fairness of fund allocation. This approach has the potential to significantly reduce the administrative burden 
on funding agencies, improve the accessibility of financing opportunities for eligible companies, and ultimately 
contribute to more effective utilization of public funds. 

The development of such a system, however, presents numerous technical and methodological challenges. 
These include the need for sophisticated data integration techniques to combine information from diverse 
sources, the development of robust NLP models capable of understanding the nuances of financial and legal 
texts, and the creation of classification algorithms that can account for the complex, multi-faceted nature of 
financing eligibility. 

Moreover, the system must be designed with careful consideration of ethical implications, ensuring 
transparency in its decision-making processes and incorporating mechanisms to detect and mitigate potential 
biases. This aligns with growing concerns about the ethical use of AI in public sector decision-making, as 
highlighted by Wirtz et al. (2019). 

In the following sections, we detail our approach to addressing these challenges, presenting the methodology, 
implementation, and results of the FARO project. Through this work, we aim to contribute not only to the 
practical application of AI in public fund allocation but also to the broader field of AI-driven decision support 
systems in complex, real-world domains. 

 

Objectives 

The main objectives of this research are to: 

1. Implement and validate an automatic information capture system for efficient data extraction from 
web sources. 

2. Develop and analyze the precision of an NLP-based information extraction system for processing 
unstructured document data. 

3. Create and evaluate a classification model for ranking companies based on their eligibility for various 
financing opportunities. 

4. Implement a Robotic Process Automation (RPA) system for capturing company information and public 
data on granted subsidies. 

5. Develop a Big Data structure to support all information collected during the processes. 

 

Contributions 

• Implementation of web crawlers, scraping tools, and RPA for data extraction from online sources 
and company databases. 

• Development of NLP and Natural Language Understanding (NLU) techniques for extracting critical 
information from documents. 



 

 

• Creation of a classification system using advanced machine learning algorithms, particularly 
XGBoost, for company ranking and financing opportunity prescription. 

• Development of a Big Data structure to support the entire information flow. 

• Validation of the system's efficiency and accuracy in real-world scenarios across multiple stages of 
the process. 

 

Related Work 

The FARO project intersects several key areas of artificial intelligence and data management. This section 
provides a comprehensive review of existing literature relevant to AI-based information capture, web scraping 
technologies, NLP-based information extraction, machine learning classification for financing opportunities, 
and Big Data structures for information management. 
AI-based Information Capture and Web Scraping Technologies 

The capture of information from diverse web sources is a crucial component of the FARO project. Web scraping 
and crawling technologies have evolved significantly in recent years, enabling more efficient and targeted 
data extraction. 

Glez-Peña et al. (2014) provided a comprehensive review of web scraping technologies in bioinformatics, 
highlighting the importance of these tools in extracting structured information from web sources. Their work 
emphasizes the need for robust, adaptable scraping tools capable of handling diverse web structures. 

In the context of public administration, Attard et al. (2015) explored the potential of web scraping for open 
government data initiatives. They highlighted the challenges of data heterogeneity and the need for 
standardization in government information sources, issues directly relevant to the FARO project's aims. 

More recently, Zhao (2017) discussed advanced web scraping techniques, including handling of dynamic 
content and bypassing anti-scraping measures. These advancements are crucial for the FARO project's ability 
to capture financing opportunity information from diverse and potentially complex government websites. 

NLP-based Information Extraction 

Natural Language Processing (NLP) plays a vital role in extracting relevant information from unstructured text 
documents, a key challenge in processing financing opportunity descriptions. 

The advent of transformer-based models like BERT (Devlin et al., 2019) and GPT (Brown et al., 2020) has 
revolutionized NLP tasks, including information extraction. These models have demonstrated superior 
performance in understanding context and nuance in text, critical for accurately interpreting complex financing 
documents. 

In the domain of financial text analysis, Araci (2019) proposed FinBERT, a domain-specific BERT model pre-
trained on financial communications. This work demonstrates the potential for tailoring advanced NLP models 
to specific domains, an approach that could be valuable for the FARO project. 

Xing et al. (2018) explored the use of NLP techniques for extracting and analyzing information from financial 
reports. Their work highlights the challenges and potential of applying NLP to financial documents, which 
share similarities with financing opportunity descriptions. 

Machine Learning Classification for Financing Opportunities 

The classification of companies and matching them with appropriate financing opportunities is a core 
component of the FARO project, relying heavily on advanced machine learning techniques. 

Chen and Guestrin (2016) introduced XGBoost, an optimized distributed gradient boosting library that has 
shown superior performance in various classification tasks. The FARO project leverages this technology for its 
classification model. 

In a directly relevant study, Köhn (2018) applied machine learning techniques to predict the success of 
startups in securing venture capital funding. While focused on private funding, this work provides valuable 
insights into the application of ML in financing contexts. 

Addressing the challenge of imbalanced datasets, common in funding allocation scenarios, Blagus and Lusa 
(2013) compared various techniques for handling class imbalance in high-dimensional data. Their findings are 
crucial for developing robust classification models in the context of financing opportunity prescription. 



 

 

Big Data Structures for Information Management 

The scale and diversity of data involved in the FARO project necessitate effective Big Data management 
strategies. 

Oussous et al. (2018) provided a comprehensive survey of Big Data technologies, discussing various tools 
and frameworks for handling large-scale data processing. Their work is instrumental in informing the data 
infrastructure decisions for the FARO project. 

In the context of public administration, Klievink et al. (2017) explored the challenges and opportunities of Big 
Data in the public sector. They highlighted the potential for Big Data to transform public service delivery, 
aligning closely with the FARO project's aims. 

Hashem et al. (2015) discussed the rise of Big Data in cloud computing environments, addressing key 
challenges in data storage, management, and processing. Their insights are valuable for designing scalable 
and efficient data architectures for projects like FARO. 

Research Gaps and FARO's Contributions 

While significant advancements have been made in each of these areas individually, there remains a gap in 
integrating these technologies for the specific purpose of automating financing opportunity prescription. The 
FARO project aims to address this gap by: 

Developing a comprehensive system that seamlessly integrates web scraping, NLP, machine learning 
classification, and Big Data management for the specific context of public funding allocation. 

Addressing the unique challenges of processing and analyzing financing opportunity documents, which often 
contain complex, domain-specific language and criteria. 

Creating a scalable and adaptable solution capable of handling the dynamic nature of both company data and 
financing opportunities. 

Focusing on the ethical implications and potential biases in AI-driven decision support systems for public fund 
allocation, an area that has received limited attention in existing literature. 

By addressing these gaps, the FARO project contributes not only to the practical application of AI in public 
administration but also to the broader field of AI-driven decision support systems in complex, real-world 
domains. 

 

Methodology 

The FARO project employs a comprehensive methodology that integrates various advanced technologies to 
create an automatic system for financing opportunity prescription. Our approach can be divided into four main 
phases: (1) Automatic Information Capture, (2) NLP-Based Information Extraction, (3) Company Classification 
and Financing Opportunity Prescription, and (4) Big Data Structure Implementation. Each phase addresses 
specific challenges and contributes to the overall goal of the project. 
Automatic Information Capture from Web Sources 

Selection and Preparation of Information Capture Environments 

We conducted a thorough evaluation of various tools for automatic information capture, including 
Octoparse, Scrapy, and Norconex. After careful consideration of factors such as adaptability to 
various web structures, ability to handle large datasets, and ease of integration with our existing 
systems, we selected KNIME as our primary tool for web scraping and data extraction. 

KNIME (Konstanz Information Miner) was chosen due to its flexibility, cost-effectiveness, and robust 
data processing capabilities. It provides a graphical user interface for data pipeline design, which 
facilitated rapid prototyping and iteration of our data capture workflows. 

Configuration and Validation of Information Capture Systems 

We developed custom Python scripts to configure and validate the information capture systems. 
These scripts were designed to ensure accurate data extraction from various web formats and 
structures encountered in government and institutional websites publishing financing opportunities. 



 

 

A key innovation in our approach was the development of a custom version of Tesseract OCR, 
specifically optimized for Spanish language documents. This involved: 

Modifying the Tesseract source code to improve preprocessing of images, including the 
addition of Gaussian blur and bilateral filtering before thresholding. 

Adjusting configuration parameters in C++ to optimize for Spanish text recognition, 
including setting a specific character whitelist and adjusting the segmentation mode. 

Implementing additional functions to handle word confidence scores, allowing for more 
nuanced text extraction. 

These modifications resulted in a 15% increase in text recognition accuracy for Spanish language 
documents, which was crucial for extracting information from PDF documents that were not machine-
readable. 

NLP-Based Information Extraction from Documents 

Identification of Variables and Document Tagging 

We identified key variables crucial for financing opportunity prescription, including sector, budget, eligibility 
criteria, and application deadlines. To extract these variables, we employed Named Entity Recognition (NER) 
using the spaCy library, enhanced with custom rules to improve extraction accuracy for domain-specific terms. 

Our NER model was fine-tuned on a dataset of 20 manually annotated financing opportunity documents, with 
an additional 20 documents used for validation. This process involved: 

Manual annotation of documents using the NER annotation tool (https://tecoholic.github.io/ner-
annotator/). 

Training the spaCy NER model on the annotated data. 

Developing custom rules to handle domain-specific entities not well-captured by the general NER 
model. 

Development of the Extraction Model 

We developed a robust preprocessing pipeline to handle the varied formats and structures of financing 
opportunity documents. This pipeline included: 

Text normalization and cleaning. 

Sentence segmentation optimized for legal and financial documents. 

Custom tokenization rules to handle domain-specific terminology. 

For the core extraction task, we utilized advanced language models, specifically a combination of 
SentenceTransformers for semantic understanding and GPT-3 for context-aware information extraction. Our 
approach involved: 

Dividing documents into manageable chunks while preserving context. 

Generating embeddings for each chunk using SentenceTransformers. 

Formulating extraction queries based on the identified key variables. 

Using GPT-3 to generate responses to these queries, effectively extracting the relevant information. 

This hybrid approach allowed us to leverage the strengths of both embedding-based models and large 
language models, resulting in more accurate and context-aware information extraction. 

Company Classification and Financing Opportunity Prescription 

RPA for Company Information Capture 

We implemented Robotic Process Automation (RPA) systems to capture relevant company 
information from various public sources. This process involved: 

Identifying reliable sources of company information. 

Designing RPA workflows using UiPath to automate data collection. 

Implementing error handling and validation checks to ensure data quality. 

https://tecoholic.github.io/ner-annotator/
https://tecoholic.github.io/ner-annotator/


 

 

This approach allowed us to create a database of approximately 5000 companies that had received 
subsidies, forming the basis for our machine learning model development. 

Model Development and Assignment 

For the classification task, we evaluated various algorithms including Random Forest, Gradient Boosting, Extra 
Trees, AdaBoost, and LightGBM. After extensive testing, we selected XGBoost (Extreme Gradient Boosting) 
as our primary classification algorithm due to its superior performance and robustness. 

Key steps in our model development process included: 

Feature engineering: We created relevant features based on company characteristics and historical 
subsidy data. 

Handling class imbalance: We employed SMOTE (Synthetic Minority Over-sampling Technique) to 
address the imbalanced nature of our dataset. 

Hyperparameter tuning: We used grid search with cross-validation to optimize the XGBoost model 
parameters. 

Model validation: We employed k-fold cross-validation and out-of-time validation to ensure the 
model's generalizability. 

We developed separate models for state, regional, and local level subsidies to capture the nuances at each 
administrative level. This approach allowed us to achieve high accuracy across different geographical scopes: 

State-level subsidies: Accuracy ranging from 75% to 89% across different sectors 

Regional-level subsidies: Accuracy ranging from 80% to 91% across different sectors 

Local-level subsidies: Accuracy ranging from 86% to 93% across different sectors 

Big Data Structure Implementation 

To support the large-scale data processing requirements of the FARO project, we implemented a robust Big 
Data structure. This involved: 

Designing a scalable data architecture using distributed storage systems. 

Implementing data pipelines for efficient processing and analysis of large volumes of heterogeneous 
data. 

Developing a system for real-time updates to both company information and financing opportunity 
data. 

We utilized technologies such as Hadoop for distributed storage and processing, and Apache Kafka for real-
time data streaming. This infrastructure allowed us to handle the volume, variety, and velocity of data from 
multiple sources efficiently. 

Ethical Considerations and Bias Mitigation 

Throughout the development process, we paid careful attention to ethical considerations and potential biases 
in our AI-driven system. Key steps included: 

Regular audits of our training data and model outputs to identify potential biases. 

Implementing fairness constraints in our model to ensure equitable treatment across different company types 
and sectors. 

Developing an interpretability layer to provide explanations for the model's recommendations, enhancing 
transparency and trust in the system. 

By integrating these methodological approaches, the FARO project aims to create a comprehensive, efficient, 
and ethical system for automating the prescription of financing opportunities. 

 

 

Results 



 

 

The FARO project has yielded significant results in the automatic prescription of financing opportunities. This 
section presents the quantitative outcomes of our work, focusing on the performance metrics of our models 
based on the verified data available. 

Model Performance Across Different Subsidy Levels 

Our system demonstrated varying performance across different administrative levels of subsidies: 

State-level Subsidies 

• Performance varied significantly depending on the variable being extracted:  

o Lowest accuracy: 30.56% (for sector identification) 

o Highest accuracy: 88.89% (for total budget of the call extraction) 

• For the "presupuesto máximo por proyecto" (maximum budget per project), we achieved 75.00% 
accuracy 

Regional-level (Autonomic) Subsidies 

• Best performance ranged between 80.56% and 88.89%, depending on the specific variable being 
extracted 

Local-level Subsidies 

• Best performance ranged between 75.00% and 86.11%, depending on the specific variable being 
extracted 

These results indicate that the system's performance varies not only across administrative levels but also 
across different types of information being extracted from the subsidy documents. 

Performance on Specific Variables 

Our model showed varying levels of accuracy in extracting different types of information: 

1. Sector identification: 30.56% accuracy 

2. Maximum budget per project: 75.00% accuracy 

3. Start date of the application period: 80.56% accuracy 

4. End date of the application period: 80.56% accuracy 

5. Total budget of the call: 88.89% accuracy 

These results suggest that the model performs better on numerical and date-based information (budgets and 
deadlines) compared to categorical information like sector identification. 

Impact of Data Preprocessing Techniques 

We evaluated the impact of different data preprocessing techniques on model performance: 

1. Base model (no special preprocessing):  

o Accuracy: 79% in both training and test sets 

2. With SMOTE (Synthetic Minority Over-sampling Technique):  

o Accuracy: 85% in training set, 79% in test set 

The use of SMOTE improved the model's performance on the training set while maintaining consistent accuracy 
on the test set. This suggests that SMOTE helped in addressing class imbalance issues in the dataset. 

Overall System Performance 

When considering all fragments of text (as opposed to just the best-performing ones), the system's 
performance was as follows: 

• Sector identification: 30.56% accuracy 

• Maximum budget per project: 66.67% accuracy 



 

 

• Start date of the application period: 86.11% accuracy 

• End date of the application period: 77.78% accuracy 

• Total budget of the call: 91.67% accuracy 

These results highlight the system's strengths in extracting certain types of information (like dates and budget 
figures) while also pointing to areas for improvement, particularly in sector identification. 

In conclusion, the FARO project has demonstrated promising results in automating the extraction of key 
information from subsidy documents. The system shows particularly strong performance in identifying 
budgetary information and application deadlines across different administrative levels. However, there is room 
for improvement in sector identification. The variation in performance across different types of information 
and administrative levels provides valuable insights for future refinements of the system. 

 

 

Discussion 

The results of the FARO project provide valuable insights into the potential and challenges of using artificial 
intelligence for automating the prescription of financing opportunities. This discussion will interpret our 
findings, explore their implications, and address the limitations of our study. 

Interpretation of Results 

Variation in Performance Across Subsidy Levels 

Our system demonstrated varying performance across state, regional, and local subsidy levels. The 
generally higher accuracy at regional and local levels (up to 88.89% and 86.11% respectively) 
compared to the state level suggests that more localized data may provide more distinctive 
patterns for our models to learn from. This could be due to more standardized formats or more 
consistent terminology used in regional and local subsidy documents. 

Variable-Specific Performance 

The system's performance varied significantly depending on the type of information being 
extracted. High accuracy in extracting budgetary information (75.00% - 88.89%) and application 
dates (80.56%) indicates that our NLP models are particularly effective in identifying and extracting 
numerical and date-based data. This success could be attributed to the more standardized formats 
of such information in subsidy documents. 

However, the notably low accuracy in sector identification (30.56%) is a significant concern. This 
poor performance might be due to the complexity and variability in how sectors are described in 
subsidy documents, or it could indicate a limitation in our current NLP models in understanding and 
categorizing more abstract or varied textual descriptions. 

Impact of Data Preprocessing 

The use of SMOTE for handling class imbalance showed promising results, improving training set 
accuracy from 79% to 85%. However, the consistent test set accuracy (79%) suggests that while 
SMOTE helps in addressing class imbalance, it may not necessarily improve the model's 
generalization to new data. This highlights the importance of careful data preprocessing and the 
need for further investigation into techniques that can improve both training and test performance. 

Implications of the Findings 

Practical Applications 

The high accuracy in extracting budgetary information and dates (consistently above 75%) 
suggests that the FARO system could be immediately valuable in automating the initial screening of 
financing opportunities. This could significantly reduce the manual workload in processing subsidy 
documents and help businesses quickly identify opportunities that match their financial needs and 
timelines. 

Areas for Improvement 

The poor performance in sector identification (30.56% accuracy) is a critical area for improvement. 
Accurate sector identification is crucial for matching businesses with relevant opportunities. This 



 

 

low accuracy suggests that more sophisticated NLP techniques, possibly including domain-specific 
pre-training or the incorporation of external knowledge bases, may be necessary to improve this 
aspect of the system. 

Scalability and Adaptability 

The varying performance across different administrative levels indicates that the system's 
effectiveness may depend on the specific context and format of the subsidy documents. This 
suggests that while the FARO system shows promise, it may require fine-tuning or adaptation when 
applied to new contexts or document types. 

Limitations of the Study 

Data Representation 

Our study was limited to the subsidies and companies for which data was available. This may not 
be fully representative of the entire landscape of financing opportunities and businesses, potentially 
introducing bias in our results. 

Model Generalizability 

While our models showed good performance on the test set, we have not yet evaluated them on 
entirely new, unseen subsidy programs. This limits our ability to confidently claim the system's 
effectiveness in real-world, dynamic scenarios. 

Ethical Considerations 

Our current results do not address potential biases in the AI system's recommendations. Further 
investigation is needed to ensure that the system does not inadvertently discriminate against 
certain types of businesses or sectors. 

Future Directions 

Based on our findings, several avenues for future research and development emerge: 

1. Improving sector identification through more advanced NLP techniques or the incorporation of 
domain-specific knowledge. 

2. Investigating the reasons behind performance variations across administrative levels to develop 
more consistently accurate models. 

3. Expanding the dataset to include a wider range of subsidy types and business profiles to improve 
the system's generalizability. 

4. Developing methods to explain the AI's decision-making process, enhancing transparency and trust 
in the system. 

5. Conducting real-world trials of the FARO system to validate its effectiveness in practical scenarios. 

In conclusion, while the FARO project demonstrates significant potential in automating the prescription of 
financing opportunities, particularly in extracting numerical and date-based information, there are clear 
areas for improvement and further research. The project lays a foundation for more efficient and accurate 
matching of businesses with financing opportunities, but careful consideration of its limitations and ongoing 
refinement will be crucial for its successful real-world application. 

 

 

 

Conclusion 

This research demonstrates the successful implementation and validation of an automatic system for 
prescribing financing opportunities using artificial intelligence. The FARO project has made significant strides 
in automating the extraction and analysis of information from subsidy documents, while also highlighting 
important areas for future development. 

Our study yields several key findings: 

1. Variable Extraction Efficiency: The system demonstrates high accuracy in extracting crucial 
numerical and date-based information, with accuracy rates ranging from 75.00% to 88.89% for 



 

 

budget-related data and application deadlines. This represents a significant advancement in 
automating the processing of subsidy documents. 

2. Performance Variation Across Administrative Levels: The system's performance varies across 
state, regional, and local levels, with accuracy rates ranging from 75.00% to 88.89%. This 
variability suggests that the system can adapt to different document structures and terminologies, 
but also indicates a need for further refinement to achieve consistent performance across all levels. 

3. Challenges in Sector Identification: The notably low accuracy (30.56%) in sector identification 
represents a significant challenge. This limitation affects the system's ability to effectively match 
companies with relevant financing opportunities and highlights a critical area for improvement. 

4. Impact of Data Preprocessing: The application of SMOTE improved the model's performance on 
imbalanced datasets, increasing training accuracy from 79% to 85%. However, the consistent test 
accuracy (79%) suggests that while SMOTE addresses class imbalance, it may not necessarily 
enhance the model's generalization capabilities. 

These findings have important implications for the field of AI-driven financial opportunity prescription: 

1. The high accuracy in extracting budgetary and deadline information demonstrates the potential for 
significant reduction in manual processing of subsidy documents. 

2. The varying performance across different types of information and administrative levels 
underscores the need for adaptive AI systems capable of handling diverse document structures and 
terminologies. 

3. The challenge in sector identification highlights the complexity of categorizing textual descriptions 
and the need for more advanced NLP techniques in this area. 

While the FARO project shows promise, several limitations must be acknowledged. The study was confined 
to available subsidy data, which may not fully represent the entire landscape of financing opportunities. 
Additionally, the system's performance on entirely new, unseen subsidy programs remains to be evaluated. 

Future research directions should focus on: 

1. Improving sector identification through more sophisticated NLP techniques or the incorporation of 
domain-specific knowledge bases. 

2. Expanding the dataset to include a wider range of subsidy types and business profiles to enhance 
the system's generalizability. 

3. Conducting real-world trials to validate the system's effectiveness in practical scenarios. 

4. Developing methods to enhance the explainability of the AI's decision-making process, thereby 
increasing transparency and trust. 

5. Investigating potential biases in the system's recommendations to ensure fairness in financing 
opportunity prescription. 

In conclusion, the FARO project demonstrates the potential of AI in revolutionizing the prescription of 
financing opportunities. While challenges remain, particularly in sector identification and ensuring consistent 
performance across different contexts, the system's high accuracy in extracting key financial and temporal 
data marks a significant step forward. This research lays the groundwork for more efficient and accurate 
matching of businesses with financing opportunities, promising to streamline the process of public fund 
allocation and potentially democratize access to financial support for businesses. 
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